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Abstract 
 

This report delves into the core principles and advanced techniques underpinning probabilistic 

methods in machine learning, with a focus on Bayesian inference. Beginning with a 

foundational comparison of frequentist and Bayesian approaches, the study gradually explores 

how uncertainty modelling, sampling methods, and posterior approximations contribute to 

robust learning algorithms. Key concepts such as Bayesian learning as inference, Gibbs 

sampling, Bayesian ensembles, Laplace approximation, variational inference, and modern 

Monte Carlo methods are presented not as isolated tools, but as natural extensions to 

fundamental probabilistic learning objectives. The report further investigates generalized 

Bayesian methods and empirical Bayes for model selection, demonstrating how principled 

uncertainty quantification can aid model robustness, generalization, and interpretability in 

data-scarce and high-dimensional environments. Each section revolves around a central 

motivating question or limitation and progresses through a sequence of analytical insights, 

example-based explorations, and implementation-oriented reflections. This format is chosen to 

emulate a learning journey rather than a collection of disjointed topics, making the study both 

didactic and practically relevant. 
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1. Introduction 

Machine learning models have traditionally focused on optimizing performance through 

deterministic algorithms that produce single-point predictions. However, as we increasingly 

deploy these models in real-world environments—characterized by noise, uncertainty, limited 

data, and distribution shifts—the limitations of such approaches become more pronounced. In 

particular, standard predictive models often fail to express uncertainty about their outputs, 

leading to overconfident decisions that can be catastrophic in high-stakes domains like 

healthcare, autonomous driving, and finance. Probabilistic machine learning offers an 

alternative framework: rather than producing single-valued predictions, models assign 

probabilities to possible outcomes. This perspective acknowledges and quantifies uncertainty, 

leading to more robust and interpretable systems. At the heart of this probabilistic paradigm 

lies Bayesian reasoning, which allows us to incorporate prior knowledge, update beliefs based 

on observed data, and maintain a distribution over model parameters instead of settling for a 

single best estimate. 

Frequentist vs Bayesian? 

Frequentist: Frequentist machine learning a.k.a. the general machine learning is when our 

main goal is to train the model such that we get the best accuracy on the dataset. We choose a 

single best model parameter θ that minimizes the training loss 𝐿𝐷(𝜃). We assume that θ always 

exists but in real world scenarios there can be multiple θ values that perform well on training 

data. Some limitations would be: 

- Behave very differently on testing data (unseen)  

- Can make overconfident decisions – when data is limited  

- Disregard any uncertainty about θ  

- High confidence in wrong predictions 

- Focuses on minimizing the log loss: 

𝜃𝑀𝐿 = arg min 
𝜃

𝐿𝐷(𝜃) 

𝐿𝐷 =
1

𝑁
∑ − log 𝑝 (𝑦𝑛|𝑥𝑛, 𝜃)

𝑁

𝑛=1

 

We want the parameter 𝜃 that gives the minimum loss and we use 
1

𝑁
 because it’s the average 

loss we are talking about.  

Why log? 

1. It turns products into sums 

2. It is monotonic -> maximizing log likelihood is the same as maximizing the likelihood 

3. It is smooth/ differenciable 

4. It penalizes confident wrong answers 
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Predicted Probability (𝒚′) −𝒍𝒐𝒈(𝒚′) Behaviour 

0.99 0.01 Almost correct 

0.90 0.10 Close answer 

0.7 0.357 Okish 

0.5 0.693 Not sure 

0.1 2.302 Wrong prediction 

0.01 4.605 Overconfident on wrong 

 

Table 1.1 – Why log loss is prioritized over other losses (actual = 1) 

 

Bayesian: Bayesian estimation treats θ as a random variable and trains on the distribution of 

the model parameters rather than a single model parameter. It captures epistemic uncertainty 

(uncertainty due to lack of knowledge or data). Final predictions are made by averaging over 

the distribution. Some of the advantages that Bayesian offers over frequentist would be: 

- Good for small data scenarios 

- Avoids overfitting and improves generalization  

- Naturally incorporates model uncertainty and avoids overconfident decisions 

 

Calibration 

A well calibrated parameter means how well the probability outputs match reality. Let’s say in 

an ideal scenario when the model predicts an event with a probability of 0.7 the actual 

frequency of the event should also be 70%. 

𝑞(𝑡|𝑥) ≈ 𝑝(𝑡|𝑥) 

 

𝑞(𝑡|𝑥) : models predicted probability for label t given input x 

𝑝(𝑡|𝑥) : true probability for label t given input x 

  



9 

 

2. Bayesian Learning 

Bayesian inference revolves around the Bayes Theorem, which combines a prior distribution 

𝑃(𝜃) with the likelihood of the observed data 𝑃(𝐷|𝜃) to produce a posterior distribution 

𝑃(𝜃|𝐷) over all the parameters. We assume the input as a training set 𝐷 = {(𝑥𝑛 ,𝑡𝑛)
𝑛=1

𝑁
} where 

t is the labels and x are the fixed constants. The target is the model parameter vector θ. 

 

𝑃(𝜃|𝐷) =
𝑃(𝐷|𝜃)𝑃(𝜃)

𝑃(𝐷)
 

 

𝑃(𝐷): Marginal Likelihood (normalizing agent and ensures that all the probabilities add to 1) 

𝑃(𝐷|𝜃): Likelihood of observed data 

𝑃(𝜃): Prior distribution 

 

The joint distribution of the input and output would be: 

 

𝑝(𝜃, 𝐷) = 𝑃(𝜃) ∗ 𝑃(𝐷|𝜃) 

  

Using the assumption that the labels t is conditionally independent given the covariates X = x 

and the model parameter vector θ we can write the likelihood as 

 

𝑃(𝐷|𝜃) = 𝑃(𝑡𝐷|𝑥𝐷 , 𝜃) = ∏ 𝑃(𝑡𝑛|𝑥𝑛, 𝜃)

𝑁

𝑛=1

 

 

Our main goal can be formulated as the minimization of free energy. 

 

2.1 Illustrative examples (Bayesian vs Frequentist) 

Lets compare few examples of Bayesian vs Frequentist on real world examples and see how 

they differ from each other using mathematical calculations 

 

1. Consider a binary classification problem with label t ∈ {0,1} and covariate x ∈ R. 

Assume that the model class H includes two models identified with the binary 

parameter θ ∈ {−1, +1}. The models define the likelihoods (t | x = x, θ) ∼ p(t | x, θ) = 

Bern (t σ (10(θ x + 0.5))), and the points in the dataset is given as D = {(-0.79, 0), (0.1, 

1), (-0.1, 1), (0.8,0)} 
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As we can see in this example when we 

implemented the frequentist approach 

the losses at 2 different values of 𝜃 is 

the same so the ML can choose any 

model but when we try to predict the 

outcome, we can see that one value of 𝜃 

is clearly much better than the other. 

The machine could choose the other 

value which will make it work better in 

training data but create false predictions 

on test data basically overfitting on the 

data when 𝜃 = -1. 

 

Looking at the Bayesian aspect, its clear 

that when we used Bayesian estimation 

since we trained on the entire set of 𝜃 as 

parameters we can see that the result we 

get is more centred and believable and 

more accurate than frequentist. This is 

the main difference.  
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2.  

 

 

 

 

 

As we can see in this question when 

we took the posterior mean as 0 we get 

the ensemble prediction at 0.5 

constant whereas if we plot the values 

of gamma, we can see how higher 

values of gamma the model is more 

cautious to assign extreme probability 

values and all these can be compared 

to a basic logistic regression 

frequentist approach. 

 

Its all about how easy frequentist can 

assign extreme probabilities but for 

various values of gamma it becomes 

more cautious. 
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2.2 Minimization of free energy 

The goal of Bayesian learning is to find the best distribution of 𝑞(𝜃|𝐷) over the model 

performance. This can be done by minimizing the free energy. 

 

𝑚𝑖𝑛
𝑞(.|𝐷)

𝐹(𝑞(𝜃|𝐷)||𝑝(𝜃, 𝐷)) 

 

The marginal likelihood is given by  

 

 
 

What’s the core problem: 

𝑝(𝜃|𝐷) =
𝑝(𝐷|𝜃)𝑝(𝜃)

𝑝(𝐷)
→ ∫ 𝑝(𝐷|𝜃)𝑝(𝜃)𝑑𝜃  intractable 

 

So, we approximate the true posterior 𝑝(𝜃|𝐷) using a variational distribution 𝑞(𝜃). We 

minimize the KL divergence between variational approximation & true posterior. 

𝐾𝐿(𝑞(𝜃|𝐷) ∥ 𝑝(𝜃|𝐷)) → intractable so we can't directly minimize this KL divergence. 

 

We maximize the ELBO (Evidence Lower Bound) ⇔ equivalently minimize free energy  

 

We start from: 

𝐾𝐿(𝑞(𝜃) ∥ 𝑝(𝜃)) = ∫ 𝑞(𝜃) log
𝑞(𝜃)

𝑝(𝜃)
𝑑 

⇒ 𝐾𝐿(𝑞 ∥ 𝑝) = 𝐸𝑞(𝜃) [log
𝑞𝜃

𝑝𝜃
] 

∫ 𝑞(𝜃)𝑓(𝜃)𝑑𝜃 = 𝐸𝑞[𝑓(𝜃)] 

Therefore: 

𝐾𝐿(𝑞(𝜃|𝐷) ∥ 𝑝(𝜃|𝐷)) = 𝐸𝑞 [log
𝑞(𝜃|𝐷)

𝑝(𝜃|𝐷)
] 

 

Using Bayes Theorem: 

𝑝(𝜃|𝐷) =
𝑝(𝐷|𝜃)𝑝(𝜃)

𝑝(𝐷)
 

⇒ log 𝑝 (𝜃|𝐷) = log 𝑝 (𝐷|𝜃) + log 𝑝 (𝜃) − log 𝑝 (𝐷) 
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Putting this we get 

𝐾𝐿(𝑞 ∥ 𝑝) = 𝐸𝑞 [log
𝑞(𝜃|𝐷)

𝑝(𝐷|𝜃)𝑝(𝜃)
+ log 𝑝 (𝐷)] 

 

log 𝑝 (𝐷) = 𝐸𝑞(𝜃) [log
𝑝(𝐷|𝜃)𝑝(𝜃)

𝑞(𝜃)
] + 𝐾𝐿(𝑞(𝜃|𝐷) ∥ 𝑝(𝜃|𝐷)) 

 

log 𝑝 (𝐷) = 𝐸𝑞(log 𝑝 (𝐷|𝜃)) − 𝐾𝐿(𝑞(𝜃|𝐷) ∥ 𝑝(𝜃)) + 𝐾𝐿(𝑞(𝜃|𝐷) ∥ 𝑝(𝜃|𝐷)) 

 

= ELBO + 𝐾𝐿(𝑞(𝜃|𝐷) ∥ 𝑝(𝜃|𝐷)) 

 

So, Maximizing ELBO = minimizing 𝐹(𝑞(𝜃|𝐷)) 

 

ELBO ≤ log 𝑝 (𝐷) 

 

From:  

𝐾𝐿(𝑞(𝜃|𝐷) ∥ 𝑝(𝜃|𝐷))  ≥ 0 

Gibbs inequality: 𝑝(𝜃) > 0,  𝑞(𝜃) > 0 ⇒ ∫ 𝑞(𝜃) log
𝑞(𝜃)

𝑝(𝜃)
𝑑𝜃 ≥ 0 

 At q = p: 𝑙𝑜𝑔(𝑝/𝑞) = 𝑙𝑜𝑔(1) = 0 so KL = 0 

At q ≠ p: some terms +ve others -ve so KL > 0 

 

We define variational free energy as:  

 

𝐹(𝑞) = −ELBO(𝑞) 

𝐹(𝑞) = −𝐸𝑞[log 𝑝 (𝐷|𝜃)] + 𝐾𝐿(𝑞(𝜃) ∥ 𝑝(𝜃)) 

 

Minimize $F(q)$ ⇔ Maximize ELBO(q): 

 

𝐹(𝑞(𝜃|𝐷)) = −𝐸𝑞[log 𝑝 (𝐷|𝜃)] + 𝐾𝐿(𝑞(𝜃|𝐷) ∥ 𝑝(𝜃)) 

−𝐸𝑞[log 𝑝 (𝐷|𝜃)] = ∑ 𝐸𝑞[log 𝑝 (𝑦𝑛|𝑥𝑛, 𝜃)]

𝑁

𝑛=1

= 𝑁 ⋅ 𝐸[𝐿𝐷(𝜃)] 

 

Average –ve log likelihood. Multiply by N or not to enforce. We measure per sample 

performance to make it dataset irrelevant. 

KL divergence naturally appears in derivation when we try to match 𝑞(𝜃|𝐷) to true posterior. 

It tells how one diverges from other – exactly what we want. Also, KL divergence is directly 

tied to ELBO. Non-negative, zero when the distributions match, convex, so easy to optimize. 

 

𝐹(𝑞 ∥ 𝑝) = 𝐸(𝐿𝐷(𝜃)) + 𝐾𝐿(𝑞(𝜃|𝐷) ∥ 𝑝(𝜃)) 
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2.3 Sampling techniques 

Gibbs Sampling 

Gibbs sampling is an MCMC algorithm for drawing samples from a multivariate posterior 

when direct sampling is difficult. The key idea is to sequentially sample each variable (or block 

of variables) from its conditional distribution given the others. Since these conditionals are (by 

assumption) easier to sample from, Gibbs sampling can be implemented even in complex 

models. 

Basically, when the posterior 𝑝(𝜃|𝐷) is too complex to calculate we use Gibbs Sampling. For 

every new test point x, we draw a sample 𝜃 from the posterior distribution 𝑞(𝜃|𝐷). Using this 

compute the prediction 𝑝(𝑡|𝑥, θ) and repeat this for each input drawing new 𝜃 every time. 

Simple and cheap per sample and it mimics single model behaviour per input. Some of its 

limitations would be it has high variance and it’s not stable. 

 

𝜃~𝑞(𝜃|𝐷) 

 

After a burn-in period, the Gibbs chain produces samples that can be treated as (correlated) 

draws from the true posterior. For example, in a Bayesian mixture model, one could alternate 

sampling the cluster assignments given current parameters, and then sampling parameters 

given assignments. Over many iterations the chain explores the joint space, yielding marginal 

samples and allowing estimates of any quantity (like means or variances) via sample averages.  

 

Bayesian Ensemble 

Bayesian ensembles refer to combining multiple model predictions to capture uncertainty. One 

natural form is Bayesian model averaging, where different models (or sets of parameters) are 

weighted by their posterior probabilities and averaged. In practice this can mean taking an 

ensemble of predictive models: for example, drawing many parameter samples from the 

posterior and averaging their predictions. This ensemble captures model uncertainty because it 

aggregates predictions from all plausible parameter settings. 

 

Here, for each test point we compute the prediction 𝑝(𝑡|𝑥, 𝜃) over many different 𝜃 sampled 

from the posterior and averaged them. It results in lower variance but is computationally 

expensive. The ensemble predictor averages the predictions obtained under all model 

parameters 𝜃, each weighted by corresponding score 𝑞(𝜃|𝐷) which generally doesn’t belong 

to class H of soft predictors of the form 𝑝(𝑡|𝑥, 𝜃), but is instead a mixture of such parameters 

 

𝑞(𝑡|𝑥, 𝐷) = 𝐸𝜃~𝑞(𝜃|𝐷)(𝑝(𝑡|𝑥, 𝜃)) 
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3. Exact Bayesian Learning 
As we have seen that Bayesian learning solves an optimal inference problem by computing the 

posterior distribution 𝑝(𝜃, 𝐷) of the model parameters given in the training set. Therefore, 

Exact Bayesian Learning is possible on a limited set of models as we need to know the prior 

of the model parameters which is not feasible. Now we will talk about the scenarios where it 

is feasible. 

 

3.1 Conjugate Priors 

 

3.2 When x and t are Independent – SPECIAL CASE 

When x and t are independent, it means that the likelihood function does not depend on the 

input covariates x, and we can write: 

 

𝑝(𝑡|𝑥, 𝜃) = 𝑝(𝑡|𝜃) 
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This simplification leads to a scenario where you’re essentially modelling the distribution of 

targets t directly, rather than modelling the conditional distribution given inputs x. This setup 

is most common in density estimation problems such as:  

- Estimating a distribution from samples (e.g. Estimating a gaussian distribution from 

data) 

- Learning a generative model for the data 

Basically, what happens since x doesn’t influence the likelihood, the learning problem becomes 

independent of the covariates. We only update the beliefs about 𝜃 based on observed data t, 

without needing to condition on x. In such a scenario the posterior 𝑝( θ ∣ 𝐷 ) is computed 

simply by updating the natural parameters of the prior with sufficient statistics from the data. 

𝑡𝑛 ∼ 𝒩(μ, σ2) 

Here μ is unknown, σ2 is known and there is no input x as 𝑝(𝑡|μ) is independent of x 

STEP 1: We define a prior on mean of known variance 

𝑝(μ) = 𝒩( μ ∣∣ μ0, σ0
2 ) 

STEP 2: Likelihood Function 

𝑝( 𝑡1, … , 𝑡𝑁 ∣∣ μ ) = ∏ 𝒩( 𝑡𝑛 ∣∣ μ, σ2 )

𝑁

𝑛=1

 

STEP 3: Posterior Calculation – our posterior is also gaussian as our prior is gaussian 

𝑝( μ ∣∣ {𝑡𝑛} ) = 𝒩( μ ∣∣ μ𝑁, σ𝑁
2 ) 

Where: 

- Posterior variance: 
1

σ𝑁
2 =

1

σ0
2 +

𝑁

σ2 

- Posterior Mean: μ𝑁 = σ𝑁
2 (

μ0

σ0
2 +

𝑁𝑡̅

σ2
) 

- With 𝑡̅ =
1

𝑁
∑ 𝑡𝑛 

Since we used a conjugate prior, we can compute the posterior exactly. 
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3.3 When x and t are dependent – Gaussian-Gaussian GLM 

In some simple cases, Bayesian learning has an exact solution. A classic example is a Gaussian–

Gaussian model: assume the data have a Gaussian likelihood with known variance, and the 

prior on the mean is also Gaussian. Because these are conjugate distributions, the posterior is 

analytically Gaussian as well. In this setting one can derive closed-form expressions for the 

posterior mean and variance. Thus, no approximations or sampling are needed – we get the 

exact posterior directly. 

This is a general case in which the likelihood 𝑝(𝑡|𝑥, θ) depends on x. Lets assume a regression 

model: 

Input: x Feature Vector: u(x)      Output/ Labels: 𝑡 = θ𝑇𝑢(𝑥) + 𝒩(0, β−1) 

 

Likelihood will be given by: 

𝑝( 𝑡 ∣ 𝑥, θ ) = 𝒩( 𝑡 ∣∣ θ𝑇𝑢(𝑥), β−1 ) 

 

Our prior is derived from a gaussian given as: 

𝑝(θ) = 𝒩( θ ∣∣ 0, α−1𝐼 ) 

 

So, with the help of Bayes, we have our posterior as: 

𝑝( θ ∣ 𝒟 ) = 𝒩( θ ∣∣ θ𝐷
MAP, Σ𝐷

MAP ) 

 

𝜃𝐷
MAP: most likely value of θ and λ =

α

β
 

Σ𝐷
MAP: how uncertain we are about our θ 

 

θ𝐷
MAP = β(α𝐼 + β𝑋𝐷

𝑇𝑋𝐷)−1𝑋𝐷
𝑇𝑡𝐷 = (λ𝐼 + 𝑋𝐷

𝑇𝑋𝐷)−1𝑋𝐷
𝑇𝑡𝐷 

 

Σ𝐷
MAP = (α𝐼 + β𝑋𝐷

𝑇𝑋𝐷)−1 

 

So, our predictive distribution will look somewhat like: 

𝑝( 𝑡 ∣ 𝑥, 𝒟 ) = 𝒩 ( 𝑡
∣
∣
∣

(θ𝐷
MAP)

𝑇
𝑢(𝑥), σ2(𝑥) ) 

 

σ2(𝑥) = β−1 + 𝑢(𝑥)𝑇Σ𝐷
MAP𝑢(𝑥) 

 

Mean prediction using most likely weights and variance is the uncertainty in the model 

parameters. 

Whereas, if we try to derive the same in Frequentist Machine Learning we observe: 

 

𝑝( 𝑡 ∣∣ 𝑥, θ𝐷
MAP ) = 𝒩 ( 𝑡 ∣

∣ (θ𝐷
MAP)

𝑇
𝑢(𝑥), β−1 ) 

 

𝛽−1: only aleatoric uncertainty no epistemic 

Whereas we can see that in Bayesian it accounts for both – aleatoric and epistemic uncertainty. 
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3.4 Illustrative Examples 

As we can see that the frequentist uses only θ=0 

for the final posterior prediction whereas in 

Bayesian ensemble we are taking an average of 

both of the θ values and getting a more general 

approach considering a weightage of both of the 

parameters 
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a) N = 2 - ML: the blue line poorly captures the true cosine function because there’s too little data 

basically it’s a linear fir that overfits the 2 points. Bayesian: The red mean is also rough but 

comes with a large uncertainty band, showing epistemic uncertainty due to data scarcity 

b) N = 30 - ML: Still a polynomial model and cannot capture the non-linearity of the cosine shape 

basically it’s trying to fit but will have a lot of inaccuracy. Bayesian: The predictive mean is 

closer to the true function and the uncertainty band is a little narrower reflecting confidence due 

to more data 

This is the same 

experiment but 

instead of a Fourier 

basis I have used a 

linear function and 

you can clearly see 

the difference. Our 

ML is basically either 

overfitting or 

underfitting and our 

Bayesian is much 

closer and have a bit 

more confidence 
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4. Laplace Approximation 
The Laplace approximation is a way to approximate an intractable posterior with a Gaussian 

around its mode. Intuitively, one finds the maximum a posteriori (MAP) point (the peak of the 

posterior), and then fits a Gaussian there using the curvature (second derivative) of the log-

posterior. This gives a local Gaussian approximation that can be much easier to handle. For 

many problems, Laplace is the simplest alternative to exact integration. 

Laplace Approximation provides an efficient way to approximate the posterior distribution via 

a gaussian distribution with mean given by MAP solution. Till now we have used: 

 

𝑝(𝜃, 𝐷) ∝ 𝑝(𝐷|𝜃)𝑝(𝜃) 

 

But this is very challenging in high dimensional data so we will now approximate 𝑝(θ|𝐷) as a 

gaussian centred at the MAP estimate. This is a 2-step process: 

 

STEP 1: Find the MAP estimate (lets derive it) 

  

STEP 2: fit the gaussian to the posterior 

𝑞( θ ∣ 𝐷 ) = 𝒩( θ ∣∣ θ𝐷
MAP, Θ−1 ) 

 

𝜃𝐷
MAP: is the MAP solution 

Θ−1: optimized precision matrix 
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The main idea here is that near the peak, the posterior looks roughly gaussian, so we do a 

second order Taylor expansion of −𝑙𝑜𝑔𝑝(θ|𝐷) around the MAP point. This gives us a local 

gaussian approximation that is tractable to use for prediction. 

One of the things that I noticed here is that in practice Laplace is nothing but it assumes the 

posterior is roughly gaussian near the mode. The advantage that it has is that it is very simple. 

But here the strength is also its weakness like let’s say the true posterior is far from being  

gaussian let’s say skewed dataset or something. Laplace will give us an approximate answer 

when exact sampling is hard. 

 

Continuing with the derivation we now calculate the hessian (2nd order differential): 

 

∇θ
2[− log 𝑝 ( θ𝐷

MAP ∣∣ 𝐷 )] = ∇θ
2[− log 𝑝 (θ𝐷

MAP)] + ∇θ
2 [∑ −

𝑁

𝑛=1

log 𝑝 ( 𝑡𝑛 ∣∣ 𝑥𝑛, θ𝐷
MAP )] 

 

∇θ
2[− log 𝑝 ( θ𝐷

MAP ∣∣ 𝐷 )] = ∇θ
2[− log 𝑝 (θ𝐷

MAP)] + 𝑁 ⋅ ∇θ
2ℒ𝒟(θ𝐷

MAP) 

 

Finally imposing the equality 
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Θ = ∇θ
2[− log 𝑝 ( θ𝐷

MAP ∣∣ 𝐷 )] 

 

𝑝( θ ∣ 𝐷 ) ≈ 𝑞( θ ∣ 𝐷 ) = 𝒩( θ ∣∣ θ𝐷
MAP, Θ−1 ) 

 

 

Basically, we use the Taylor expansion to smooth the functions locally at the mode. It gives us 

the simplest possible local approximation that results in a Gaussian form. Its efficient and 

analytically tractable. We use the second-order Taylor expansion to locally approximate the 

log-posterior around its mode. This transforms a complex posterior into a Gaussian — which 

we can compute, sample from, and use for downstream prediction. 

 

4.1 Simplification of Laplace Approximation via Empirical FIM 

Computation of hessian may be expensive in deep learning and so we use Empirical FIM 

(Fisher Information Matrix). It is the expected curvature under the model and used in deep 

learning a lot. It serves to simplify the Laplace approximation by providing an approximate 

covariance matrix for the Gaussian Posterior. 

 

The key assumptions we make here would be: 

- Assuming N is large enough (large dataset) 

- Assuming 𝜃𝐷
MAP is close enough to the truth value 

 

𝐹ℐ𝑀̂(𝜃𝐷
MAP) =

1

𝑁
∑ (∇𝜃 log 𝑝 ( 𝑡𝑛 ∣∣ 𝑥𝑛, 𝜃𝐷

MAP )) (∇𝜃 log 𝑝 ( 𝑡𝑛 ∣∣ 𝑥𝑛, 𝜃𝐷
MAP ))

⊤
𝑁

𝑛=1

 

 

4.2 Simplification of Laplace Approximation via GGN 

We can also use Generalized Gauss – Newton Method to simplify the Laplace approximation. 

Instead of calculating ∇𝜃
2 [− log 𝑝 (𝐷|𝜃𝐷

MAP)], GGN uses a structure of Neural networks to 

simplify it using the chain rule 
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∇θ
2(− log 𝑝 ( 𝑡𝑛 ∣∣ 𝑥𝑛, θ )) ≅

∂2(− log 𝑝 ( 𝑡𝑛 ∣∣ 𝑎 ))

∂𝑎2
|

𝑎=𝑎𝑛
𝐿

⋅ ∇θ𝑎𝑛
𝐿 ⋅ (∇θ𝑎𝑛

𝐿 )⊤ 

This equation gives the Hessian of the negative log-likelihood using the second derivative with 

respect to the model output a, and then applying the chain rule through the model parameters 

θ. Its commonly used in neural networks and generalized linear models to compute curvature 

for optimization or uncertainty estimation.  

Applying logistic regression to this we would get: 

 

𝑙(𝑎𝑛
𝐿 ) = log(1 + exp(−𝑡𝑛

±. 𝑎𝑛
𝐿 )) 

 

𝑎𝑛
𝐿 = 𝑤⊤𝑢(𝑥𝑛) 

 

∇𝜃
2 (− log 𝑝 ( 𝑡𝑛 ∣∣ 𝑥𝑛, 𝜃 ))  =  σ(𝑎𝑛

𝐿 )(1 − σ(𝑎𝑛
𝐿 )) ⋅ ∇𝑎𝑛

𝐿 ⋅ (∇𝑎𝑛
𝐿 )⊤ 
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4.3 Comparison of Hessian vs FIM 

 
 

When we calculated the exact hessian, we can see we 

get the exact centre point with the proper estimation 

whereas in a large dataset scenario when we calculate 

the using the empirical FIM we get a wider and 

overestimates the uncertainty and gives a conservative 

approximation. In simple words This figure shows that 

the Laplace approximation using the exact Hessian 

gives a more precise posterior, while the empirical 

FIM is a cruder but simpler method that tends to 

overestimate uncertainty. Both agree on the same 

parameters and share the same elliptical centre. 

 

 

What happens when we can’t compute the posterior directly?  

 

For complex models or high-dimensional datasets, the evidence p(D) becomes intractable to 

compute (i.e., the integral is impossible to evaluate analytically), so the posterior 𝑝(θ|𝐷) 

cannot be normalized or computed explicitly. There are mainly 2 methods we use if we can’t 

compute the posterior directly. They would be: 

 

- Variational Inference (VI): approximate a true posterior from a simple distribution by 

minimizing the KL divergence between 𝑞(θ) and 𝑝(θ|𝐷). It is easy to compute, fast 

but biased. 

 

- Monte Carlo (MC) Sampling: Draw samples directly from the true posterior 𝑝(θ|𝐷). 

Use those samples to compute posterior expectations. These methods are powerful, 

asymptomatically exact but can be slow/ converge poorly in high dimensions. 
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5. MC Sampling Based Bayesian Learning 
Samples s θ1 … … . . θ𝑠 i.i.d. posterior 𝑝(θ|𝐷) and compute the posterior expectations: 

𝐸θ∼𝑝( θ∣∣𝐷 )[𝑓(θ)] ≈
1

𝑆
∑ 𝑓(θ(𝑠))

𝑆

𝑠=1

 

 

𝑓(θ): 𝑝(𝑡|𝑥, θ) 

Note we are not sampling from the actual posterior 𝑝(θ|𝐷) as  

 

𝑃(𝜃|𝐷) =
𝑃(𝐷|𝜃)𝑃(𝜃)

𝑃(𝐷)
 

 

𝑃(𝐷): is difficult to calculate for complex datasets (evidence) 

 

We can’t sample directly because we can’t normalize it. We rely on unnormalized posterior 

which is just 𝑃(𝐷|𝜃)𝑃(𝜃) so we sample our θ from here as it follows the same distribution but 

unnormalized. Basically, we only have access to the joint distribution. We don’t need to know 

𝑝(𝐷) to perform posterior sampling. As long as we can compute the product 𝑃(𝐷|𝜃)𝑃(𝜃), we 

can construct Markov chains that converge to the correct posterior distribution up to 

normalization. This allows us to perform Bayesian inference without computing the evidence. 

 

5.1 Rejection Sampling 

Rejection sampling is a simple Monte Carlo method to draw samples from a target distribution 

by using an easier “proposal” distribution as an envelope. The idea is to sample a candidate 

point from the proposal distribution, then accept it with probability proportional to the ratio of 

the target density to the proposal density at that point. Geometrically, one can imagine graphing 

the target density curve and throwing “darts” under a bounding curve: points falling under the 

target curve are accepted, others are rejected. As one description puts it, we draw uniform 

points under the proposal curve and keep those below the target curve to simulate the target 

distribution. Rejection sampling is easy to implement when a suitable envelope is found, but 

can be inefficient if the proposal does not closely fit the target (leading to many rejections). It 

is mostly used in low dimensions or as a building block in more complex algorithms. 

 

Basically, we often can’t sample directly from the posterior. So, we design an accept – reject 

mechanism that samples from the prior and accepts samples with a specific probability such 

that the accepted samples follow the posterior distribution.  

 

Generate samples θ1 … … . θ𝑠 ~ 𝑝(θ|𝐷) using accept/ reject logic 

 

𝑝(θ|acc) =
𝑝(θ)𝑝(acc|θ)

𝑝(acc)
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𝑝(acc) = ∫ 𝑝(θ′)𝑝(acc|θ′)𝑑 θ′ 

 

Here θ1
′ … … θ𝑠

′  i.i.d. from prior 𝑝(θ) [known] 

𝑝(acc|𝜃′): acceptance probability 

 

Our main goal is to satisfy 

𝑝(θ|acc) = 𝑝(θ|𝐷) ∝ 𝑝(θ)𝑝(𝐷|θ) 

 

Combining we get 𝑝(acc|θ) ∝ 𝑝(𝐷|θ) 

𝑝(acc|θ) =
𝑝(𝐷|θ)

𝐵
 

 

Where B should satisfy 

- It doesn’t depend on θ 

- It should ensure the equality 𝑝(𝑎𝑐𝑐|θ) ≤ 1 for all possible values of sample 𝜃 

 

If yes then, 

𝐵 = 𝑚𝑎𝑥θ𝑝(𝐷|θ) = 𝑝(𝐷|θ𝐷
𝑀𝐿) 

 

Finally, we can say that: 

𝑝(𝑎𝑐𝑐|𝐷) =
𝑝(θ|𝐷)

𝑝(𝐷|𝜃𝐷
𝑀𝐿)

 

 

- Very inefficient when the acceptance probability is small for samples drawn from prior 

𝑝(θ) 

- Large number of samples are required 

- Used for only small dimensional problems 

 

MORAL: 

- Rejection sampling converts sampling 

from prior -> posterior using a simple 

accept/ reject rule. 

- It’s simple and exact (theoretically) but 

can be very inefficient when a> the prior 

and posterior are very different and b> in 

high dimensions as it causes low 

acceptance rate. 
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5.2 Markov Chain Monte Carlo:  Metropolis Hastings Algorithm 

The Metropolis–Hastings (MH) algorithm is a general MCMC technique that overcomes the 

need for an envelope distribution. It works by proposing a new point (from any chosen proposal 

distribution) and then accepting it with a probability that depends on the ratio of posterior 

densities. Concretely, starting from a current sample, MH draws a candidate and then computes 

an acceptance probability (typically 𝑚𝑖𝑛 (1, 𝑡𝑎𝑟𝑔𝑒𝑡(𝑐𝑎𝑛𝑑𝑖𝑑𝑎𝑡𝑒)/𝑡𝑎𝑟𝑔𝑒𝑡(𝑐𝑢𝑟𝑟𝑒𝑛𝑡)), 

adjusting for proposal asymmetry). If accepted, the chain moves to the candidate; if rejected, 

it stays at the current point. Over many steps, this Markov chain’s stationary distribution is 

exactly the desired posterior. 

 

We know Rejection sampling draws i.i.d. samples from posterior which is highly inefficient 

when the prior is very different from the posterior. This leads to low acceptance rate. Here we 

make 2 main approximations: 

 

- Produced samples are correlated, not i.i.d. (θ1. . . . . . . θ𝑠) 

- The marginal distributions of samples converge to posterior asymptomatically as 𝑠 →

   ∞ 

 

MCMCMH methods generate candidate samples in an adaptive way with the next sample θ𝑠+1 

being in the neighbourhood of last accepted sample θ𝑠. These are correlated and may require 

long time to explore the entire posterior domain. It uses transition distribution 𝑝(θ′|θ) 

 

 

Posterior ratio: 

𝑝(θ′|𝐷)

𝑝(θ|𝐷)
=

𝑝(θ′)𝑝(𝐷|θ′)

𝑝(θ)𝑝(𝐷|θ)
 

 

Accept θ >  1. Still accept θ <  1 but with room for exploration.  

Transition Ratio: 
𝑝(θ𝑠|θ′

)

𝑝(θ′
|θ𝑠)

 = 1 (symmetric) 

 

Our probability of acceptance is ∝ improvement in the posterior obtained by θ′ as opposed to 

θ𝑠. Some main use – cases would be: 

- 𝑝(θ|𝐷) is known up to a constant 

- 𝐷𝑖𝑟𝑒𝑐𝑡 𝑠𝑎𝑚𝑝𝑙𝑖𝑛𝑔 𝑖𝑠𝑖𝑛𝑡 𝑝𝑜𝑠𝑠𝑖𝑏𝑙𝑒 
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- High dimensional data or complex shape 

- Any target distribution 

We should avoid using it when: 

- Conjugate posterior is possible 

- Very high dimension with local minima 

 

5.3 Stochastic Gradient Markov Chain Monte Carlo 

 

MCMC-MH requires full access of the dataset at each iteration to compute posterior which is 

very slow for large datasets. Stochastic Gradient MCMC uses  

- Mini Batches of data instead of full dataset 

- Combining ideas from stochastic gradient descent with MCMC 

 

Stochastic Gradient Langevin Dynamics (SGLD) 

 

Stochastic Gradient Langevin Dynamics (SGLD) is a modern MCMC method that scales 

Bayesian sampling to large datasets and models (often called SGMCMC for “stochastic 

gradient MCMC”). SGLD combines ideas from optimization and sampling: it performs 

gradient updates on the log-posterior (like stochastic gradient descent) but injects carefully 

scaled noise so that in the limit it samples from the posterior. In effect, one treats the 

optimization trajectory itself as a sampling process. Practically, SGLD uses mini-batches to 

compute a noisy gradient of the log-likelihood, adds Gaussian noise, and slowly decays the 

step size. The result is that the parameters “wander” around a local mode, producing 

approximate samples of the posterior. It can be viewed as a variant of Langevin dynamics 

where the gradient is estimated from a minibatch. The big advantage is efficiency: like SGD, 

SGLD only looks at part of the data each step, making it feasible for very large datasets. This 

blurs the line between optimization and inference – one gets approximate posterior samples by 

essentially running a noisy SGD. SGLD has been applied, for example, to Bayesian deep 

learning, letting neural networks capture uncertainty by treating the training updates as a 

sampling process. 

GD -> moves deterministically in direction of gradient + LD -> adds gaussian noise to simulate 

diffusion process -> leads to sample from distribution 

 

θ𝑠+1 ← θ𝑠 + γ𝑠 (
1

𝑆𝑠
∑ ∇θ log 𝑝 (𝑡𝑛|𝑥𝑛, θ𝑠)

𝑛∈𝒮𝓈

+
1

𝑁
∇θ log 𝑝 (θ𝑠)) + 𝜈𝑠 

 

𝜃𝑠: current model parameter 

𝛾𝑠: step size 

𝑛 ∈ 𝒮𝓈: mini batch 

∇𝜃 log 𝑝 (𝜃𝑠): Gradient of log prior 

𝜈𝑠: Gaussian noise 
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SGLD samples from an 

approximation from the 

posterior 𝑝(θ|𝐷) especially 

when run with decision step 

size. Under proper conditions it 

will converge to true posterior 

asymptomatically. 

 

 

 

 

5.4 Monte Carlo Methods for Likelihood free Models 

In many real-world models, the likelihood function 𝑝(𝐷|θ) is either intractable or unknown, 

but it is still possible to simulate data from the generative model given a parameter θ. In such 

likelihood-free scenarios, traditional MCMC methods like Metropolis-Hastings or Stochastic 

Gradient Langevin Dynamics (SGLD) cannot be applied directly. 
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To overcome this, we use Approximate Bayesian Computation (ABC), a Monte Carlo 

technique that: 

• Avoids the explicit computation of the likelihood, 

• Instead, simulates datasets using proposed parameters, 

• And accepts parameters if the simulated data are “close enough” to the observed data, 

according to some distance metric and tolerance. 

 

This allows us to perform Bayesian inference even when the likelihood is unavailable, making 

ABC an essential tool for complex scientific models, e.g., in genetics, ecology, and 

epidemiology. 

 

5.5 Importance Sampling 

Importance sampling is a Monte Carlo technique for approximating expectations with respect 

to one distribution by sampling from another. One draws samples from a convenient proposal 

distribution and then weights each sample by the ratio of the target density to the proposal 

density. These weighted samples can then estimate expectations under the target distribution. 

In Bayesian inference, importance sampling can estimate integrals for the posterior when direct 

sampling is not possible. Formally, it is “a Monte Carlo method for evaluating properties of a 

particular distribution while only having samples from a different distribution”. The weights 

correct for the mismatch between the proposal and target. Importance sampling is unbiased 

and simple, but it can suffer from high variance if the proposal does not cover the target well. 

In practice, it is often used as a building rather than a standalone posterior sampler.  

Basically, sometimes we can’t/ don’t want to sample from the true posterior 𝑝(θ|𝐷), but we 

can sample from a different, easier distribution 𝑞(θ). Importance sampling helps us to correct 

the mismatch. We sample from 𝑞(θ), and correct the mismatch to target 𝑝(θ|𝐷) using 

importance weights. So, we need to calculate: 

𝐸θ∼𝑝( θ∣∣𝔻 )[𝑓(θ)] ≃ ∑ 𝑤𝑠𝑓(θ𝑠)

𝑆

𝑠=1

 

𝑝( 𝑡 ∣ 𝑥, 𝒟 ) ≃ ∑ 𝑤𝑠𝑝( 𝑡 ∣∣ 𝑥, θ𝑠 )

𝑆

𝑠=1

 

 

Unnormalized weights: 𝑣𝑠 =
𝑝(θ𝑠,𝒟)

𝑞(θ𝑠)
 

Normalized weights: 𝑤𝑠 =
𝑣𝑠

∑ 𝑣𝑠′
𝑆
𝑠′=1

 

 

We can combine it with other MCMC methods which will be called annealed importance 

sampling. 
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6. Variational Bayesian Learning 
Basically, in Bayesian we calculate: 

 

𝑃(𝜃|𝐷) =
𝑃(𝐷|𝜃)𝑃(𝜃)

𝑃(𝐷)
 

 

𝑃(𝐷): is difficult to calculate for complex datasets (evidence) 

 

Our variational idea says that we will approximate the posterior 𝑝(θ|𝐷) with a simple 

distribution 𝑞(θ|𝐷) →  ∅. Choose 𝑞(θ|∅) closest to 𝑝(θ|𝐷). We use KL divergence for it 

 

ϕ∗ = arg min
ϕ

KL (𝑞( θ ∣∣ ϕ )|𝑝( θ ∣ 𝐷 ))                 (this has intractable denominator) 

 

We minimize evidence lower bound: 

 

ℱ(𝑞) = KL(𝑞( θ ∣∣ ϕ )|𝑝(θ)) − 𝐸𝑞( θ∣∣ϕ )[log 𝑝 ( 𝐷 ∣ θ )] 

 

Basically: 

𝑚𝑖𝑛ϕ ℱ(𝑞( θ ∣∣ ϕ )|𝑝( θ ∣ 𝐷 )) 

 

6.1 Reparameterization based Variational Bayesian Learning 

Variational inference (VI) turns Bayesian inference into an optimization problem: we posit a 

family of approximate posteriors and then adjust them to be close to the true posterior. A 

popular trick in modern VI (especially in variational autoencoders) is the reparameterization 

trick. The idea is to express a random variable as a deterministic transform of a fixed noise 

source. For example, a Gaussian random sample z ∼ 𝒩(μ, σ2) can be written as 𝑧 = μ +  σϵ 

with ϵ ∼ 𝒩(0,1). This reparameterization lets us backpropagate gradients through the 

randomness: we optimize the parameters (mean and variance) by gradient descent using 

samples. In general, the reparameterization trick allows computing gradients of stochastic 

objectives with low variance. In VI, this means we can maximize the evidence lower bound 

(ELBO) efficiently using mini-batches and SGD, almost like training a neural network.  

 

Assumptions: 

 

- Prior over parameter:  

𝑝(θ) = 𝒩( 𝜃 ∣ 0, 𝐼 ) 

 

- Variational Posterior:  

𝑞( θ ∣∣ φ ) = 𝒩( 𝑧 ∣∣ ν,Diag(exp(2ϱ)) ) 

 

Where: 

𝜑 =  〖{𝑏𝑚𝑎𝑡𝑟𝑖𝑥} 𝜈^𝑇,   𝜚^𝑇 {𝑏𝑚𝑎𝑡𝑟𝑖𝑥}^𝑇 
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Now let’s see in practice how these two hold up in real life scenarios. 

 

As we can see in the left 

figure at approx. 6 or 7 

iterations both frequentist 

and Bayesian have the test 

detection error loss almost 

exactly same but in the 

right figure, we can see 

how Bayesian is more 

self-aware whereas 

frequentist is adamant 

with its predictions. 

 

 

6.2 Sparsity and Parametric Variational Methods 

 

Some variational methods incorporate sparsity by using priors or approximations that 

encourage many parameters to be zero. For example, a spike-and-slab prior or a Laplace prior 

can induce a sparse approximate posterior, effectively “turning off” irrelevant parameters. 

Parametric variational methods typically assume a particular form (e.g. fully factorized 

Gaussian) for the approximate posterior. These approximations trade expressiveness for 

tractability: a simpler variational family means faster optimization but potentially poorer fit. In 

practice, one chooses a variational family that balances flexibility and efficiency. For instance, 

sparse variational Gaussian processes use a small set of “inducing points” to reduce 

complexity, while deep learning methods may prune network weights to encourage sparsity. 
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The goal is to capture the most important uncertainty without blowing up the number of 

variational parameters.  

 

Basically, in real world scenarios, many parameters may not be that important or necessary. 

Sparsity helps  

- Compress the model 

- Improve interpretability 

- Reduce overfitting 

Encourage or enforce the variational posterior 𝑞(θ|ϕ) to place the most probability mass 

around zero for many entities in θ. 

 

Spike and Slab distributions  

 

Spike: A delta mass at 0 -> remove parameters completely 

Slab: A wide gaussian -> allows for real values when parameter is important 

 

θ𝑖 = 𝑏𝑖 ⋅ θ𝑖̅ 

 

In Neural Network: 𝑏𝑖 = 0 

 

6.3 Adversarial Bayesian Learning 

Adversarial variational Bayes is a technique that uses ideas from adversarial learning (as in 

GANs) to improve variational inference. Instead of choosing a fixed simple variational family, 

one trains an expressive inference model (often a neural network) to produce samples, and uses 

a discriminator to measure how close those samples are to the true posterior. The adversarial 

“game” guides the variational parameters so that the generated samples fool the discriminator 

into thinking they come from the true posterior. This allows very flexible approximate 

posteriors at the cost of a more complex training setup. While advanced, the core idea is to use 

a learned loss (via an adversarial network) to drive the variational approximation beyond 

simple analytic forms. 

 

We don’t explicitly write down the posterior 𝑞(θ|ϕ). Instead, we define a sample procedure: 

 

θ = 𝐺(ϵ; ϕ) 

 

Where ϵ~𝑝(ϵ) 

We don’t know the density 𝑞(θ|ϕ) so we can’t directly compute the KL divergence. 

 

θ′~𝑝(θ) → 𝑝𝑟𝑖𝑜𝑟 

 

θ = 𝐺(θ′|ϕ) 
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6.4 Particle Based Variational Bayesian Learning 

Particle-based variational inference combines sampling and optimization. These methods 

represent the approximate posterior with a set of particles (samples) and then move the particles 

to better fit the target. One prominent example is Stein Variational Gradient Descent (SVGD): 

it treats each particle as a point in parameter space and applies a deterministic update that 

pushes particles toward high-posterior-density regions while repelling them from each other. 

In effect, SVGD repeatedly adjusts all particles to minimize the KL divergence to the true 

posterior. The result is a set of particles that, together, approximate the full posterior. These 

methods can capture rich distributions because they are nonparametric (the quality depends on 

the number of particles) but still use gradient-based updates for efficiency.  

 

Basically, instead of a parametric posterior, we use a set of particles {θ(𝑠)}𝑠=1
𝑆  to approximate 

the posterior.  

 

 

 

 

 

 

 

 

 

 

 

Basically, in SGLD 

it’s like explore a 

gradient and its noisy 

from the gradient and 

it doesn’t go past high 

probability regions 

whereas in SVGD we 

push past the high 

probability zones and 

explore the entire 

posterior. 
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6.5 Impact of Model Mismatch 

 

As we can see smaller alpha pulls back the 

mean to 0 -> prior, our variance increases -> 

more uncertainty, alpha is just the influence n 

the data as we can see in the below graph for 

the same question. 

 

We can see less trust on data and 

the posterior is flatter on alpha = 

0.1 whereas as we go up the 

posterior is sharper at alpha = 2. 

This shows how temperature 

scaling affects the robustness 

and certainty of posterior beliefs 

when there is a model mismatch. 
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7. Bayesian Model Selection 

7.1 Model Selection without validation 

Empirical Bayes is a pragmatic way to set prior hyperparameters using the data itself. Rather 

than fixing the prior a priori, Empirical Bayes methods estimate the prior distribution (or its 

parameters) by maximizing the marginal likelihood of the observed data. In effect, one treats 

the prior’s parameters as unknown “hyperparameters” and finds values that make the data most 

probable. This is akin to Type-II maximum likelihood. It provides a form of automatic model 

selection: rather than holding out data for validation, we use the same data to tune priors in a 

hierarchical model. In hierarchical terms, Empirical Bayes approximates a fully Bayesian 

treatment by plugging in the best hyperparameters instead of integrating them out. For 

example, in a Gaussian–Gaussian model one can compute the marginal likelihood as a function 

of the prior variance and choose the value that maximizes it. This often yields results similar 

to cross-validation but in a principled (albeit approximate) Bayesian way.  

 

We knew in frequentist we require validation which is not required in Bayesian as it can do 

model selection using just the training data, by computing marginal likelihood. Empirical 

Bayes takes this idea further by instead of integrating over the full prior, we estimate the 

hyperparameters from the data – Type II ML. 

 

− log 𝑝 ( 𝒟 ∣∣ θ𝒟
ML ) = − log 𝑝 ( 𝑡𝒟 ∣∣ 𝑥𝒟, θ𝒟

ML ) = − ∑ log 𝑝 ( 𝑡𝑛 ∣∣ 𝑥𝑛, 𝜃𝒟
ML )

𝑁

𝑛=1

 

 

Marginal likelihood would be: 

𝑝(𝒟) = 𝑝( 𝑡𝒟 ∣∣ 𝑥𝒟 ) = ∫ 𝑝(θ) ∏ 𝑝( 𝑡𝑛 ∣∣ 𝑥𝑛, θ )

𝑁

𝑛=1

 𝑑 

 

How well the model class fits the data, increasing the model capacity doesn’t always help, 

bigger model -> priors get more spaced, less density to well-fitting regions. 

 

The problem of maximizing the marginal training likelihood over the model capacity, or more 

generally any other hyperparameter that determine prior or likelihood is known as empirical 

bayes or Type II ML 

 

𝑝(𝒟) = ∏ 𝑝( 𝑡𝑛 ∣∣ 𝒟, 𝑡𝑛−1 )

𝑛

𝑛=1

= ∏ 𝑝( 𝑡𝑛 ∣∣ 𝑥𝑛, 𝒟𝓃−1 )

𝑛

𝑛=1

 

 

Autoregressive decomposition of marginal likelihood 

 

− log 𝑝 (𝒟) = − ∑ log 𝑝 ( 𝑡𝑛 ∣∣ 𝑥𝑛, 𝒟𝓃−1 )

𝑛

𝑛=1
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Marginal likelihood as a kind of leave-one-out-cross-validation but computed on the fly. 

 

𝑝( 𝑡𝑛 ∣∣ 𝑥𝑛, 𝒟𝓃−1 ) = 𝐸
θ∼𝑝( θ∣∣

∣𝔻𝕟−𝟙
)
[𝑝( 𝑡𝑛 ∣∣ 𝑥𝑛, θ )] 

Each predicting term is a Bayesian prediction distribution integrating over the posterior. 

 

7.2 Gaussian – Gaussian GLM: Empirical Bayes Version 

In the Gaussian–Gaussian linear model, Empirical Bayes can be done analytically. One 

computes the marginal likelihood of the data (integrating out the Gaussian parameter) and finds 

the best prior variance or signal-to-noise ratio. This ends up relating to classical estimators: for 

instance, maximizing the marginal likelihood can yield a shrinkage estimator for the regression 

coefficients (similar to ridge regression), automatically choosing the regularization strength. In 

essence, Empirical Bayes in this setting lets the data tell you how much to trust the prior vs the 

observations.  

 

𝑡𝐷 = 𝑋𝐷θ + 𝒩(0, β−1𝐼𝑁) → (𝐿𝑖𝑛𝑒𝑎𝑟 𝑟𝑒𝑔𝑟𝑒𝑠𝑠𝑖𝑜𝑛 𝑤𝑖𝑡ℎ 𝑔𝑎𝑢𝑠𝑠𝑖𝑎𝑛 𝑛𝑜𝑖𝑠𝑒) 

 

𝑝(𝒟) = 𝑝( 𝑡𝐷 ∣∣ 𝑥𝐷 ) = 𝒩( 𝑡𝐷 ∣∣ 0, 𝐶𝐷 )  →  𝑚𝑎𝑟𝑔𝑖𝑛𝑎𝑙 𝑡𝑟𝑎𝑖𝑛𝑖𝑛𝑔 𝑙𝑖𝑘𝑒𝑙𝑖ℎ𝑜𝑜𝑑 

 

𝐶𝐷 = α−1𝑋𝐷𝑋𝐷
𝑇 + β−1𝐼𝑁 → 𝑐𝑜𝑣𝑎𝑟𝑖𝑒𝑛𝑐𝑒 𝑚𝑎𝑡𝑟𝑖𝑥 

 

And the marginal training log loss would be: 

− log 𝑝 (𝒟) = − log 𝑝 ( 𝑡𝐷 ∣∣ 𝑥𝐷 ) =
1

2
𝑡𝐷

𝑇𝐶𝐷
−1𝑡𝐷 +

1

2
log det(2π𝐶𝐷) 

 
1

2
𝑡𝐷

𝑇𝐶𝐷
−1𝑡𝐷: data fir by mahalanobis distance 

 
1

2
log det(2𝜋𝐶𝐷): complexity penalty vis determinant of covariance 

 

7.3 Laplace Approximation for Empirical Bayes 

When the marginal likelihood is not tractable, one can use the Laplace approximation to 

estimate it. That is, we approximate the integral over parameters by a Gaussian at the MAP 

(the evidence integral). The Laplace approximation of the marginal likelihood then becomes a 

criterion to tune hyperparameters. This is a common trick: find hyperparameters that maximize 

the Laplace-evidence, which is cheaper than full integration. It inherits the limitations of 

Laplace (e.g. if the posterior is not well-approximated by a Gaussian, the evidence estimate 

can be off), but it often works well in practice for model selection.  

 

𝑝(θ, 𝒟) ≃ 𝑝(θ𝒟
MAP, 𝒟) ⋅ exp (

1

2
(θ − θ𝒟

MAP)
𝑇

∇θ
2 (− log 𝑝 (θ𝒟

MAP, 𝒟)) (θ − θ𝒟
MAP)) 

 

− log 𝑝 (𝒟) ≃ − log 𝑝 (θ𝒟
MAP, 𝒟) +

1

2
log det (2π∇θ

2 (− log 𝑝 (θ𝒟
MAP, 𝒟))) 
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8. Generalized Bayesian Learning 
“Generalized Bayesian” refers to methods that alter the usual likelihood or prior structure to 

achieve robustness or computational benefits. For example, one can raise the likelihood to a 

fractional power (power posteriors) to temper its influence, leading to a generalized posterior 

that down weights extreme data. Alternatively, one might use alternative divergences (beyond 

KL) to define the update rule. These generalizations can improve robustness to model 

misspecification or heavy-tailed data. In essence, generalized Bayes methods extend the 

standard Bayes rule by modifying its components; the goal is often to make inference more 

robust or to incorporate regularization directly into the posterior. These ideas go beyond the 

scope of classical Bayesian inference but are an active research area for practical modelling.  

Basically, it’s the optimization of generalized free energy 

 

min
𝑞(θ|𝒟)

{𝑁 𝐸θ∼𝑞(θ|𝔻)[𝐿𝐷(θ)] + α ⋅ 𝐶(𝑞(θ|𝒟))} 

 

Generalized posterior 

Solving these minimization problems are generalized posteriors. They are  

 

𝑞(θ|𝒟) ∝ 𝑝(θ) (∏ 𝑝(𝑡𝑛|𝑥𝑛, θ)

𝑁

𝑛=1

)

1
α

 

 

Referred to as (1/α) – posterior  

- Robustness to mis specified models 

- Broader applicability 

- Gibbs vs ensemble prediction 

 

We can say that Bayesian can be generalized by allowing arbitrary loss function and complexity 

regularizes to enhance robustness to misspecifications. 
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9. Conclusions and Final Reflections 
 

This internship provided a deep and structured exploration of probabilistic methods in machine 

learning, with a strong emphasis on Bayesian reasoning. Beginning with the contrast between 

frequentist and Bayesian approaches, the study progressively built a coherent understanding of 

how uncertainty plays a central role in learning algorithms, particularly in low-data regimes 

and high-stakes applications. 

 

Through the lens of Bayesian inference, I explored the construction and interpretation of 

posterior distributions, and how they can be used to improve prediction quality and model 

calibration. Methods like Gibbs sampling, variational inference, Laplace approximation, and 

Monte Carlo techniques were not only theoretically examined but also interpreted in a broader 

context of practical applicability. These techniques addressed the fundamental challenge of 

intractable posteriors, enabling approximate yet effective inference in complex models. A 

major takeaway from this work is the power of modelling uncertainty explicitly. Unlike 

point-estimate models that are often overconfident and brittle, Bayesian models are inherently 

cautious and adaptable. Whether through ensembles, posterior averaging, or temperature-

scaled predictions, the probabilistic mindset emphasizes not just accuracy, but confidence in 

accuracy — a critical quality in real-world systems. 

 

This internship also highlighted the elegance of the mathematical foundations behind modern 

machine learning. Concepts like the Evidence Lower Bound (ELBO), KL divergence, and 

free energy minimization have not only theoretical beauty but also drive much of today's 

variational inference and probabilistic deep learning. On a personal level, this experience has 

significantly strengthened my understanding of both classical and modern machine learning 

techniques. It has refined my ability to connect abstract theoretical constructs with algorithmic 

intuition and real-world relevance. The mentorship, resources, and academic environment at 

IISc have deeply inspired me to pursue further research in this direction, particularly in 

probabilistic deep learning and uncertainty-aware AI systems. 

 

In future work, I hope to explore the intersection of Bayesian inference and deep neural 

networks, including Bayesian neural networks, stochastic gradient MCMC, and scalable 

variational methods for high-dimensional models. These directions hold promise not just for 

better accuracy, but for more trustworthy machine learning. 
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